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About This Document

This document is the installation guide created for Globus 4.0, Condor-G, and Sun Grid Engine on Red Hat Enterprise edition.  It illustrates installations both on master machines and client machines.  

The following assumptions are made about the reader:

· the reader has knowledge of the Linux terminal.
· the reader has knowledge of the Linux file system.
· the reader has knowledge of installing applications on Linux (including setting environment variables).
· the reader has the capability to log in as root (needed for editing installation and configuration files).
The following assumptions are made about the system:

· it has a full installation of Red Hat Enterprise.
· it can connect to the Internet.
· it has the capability to use a NFS file system.

Several tips will be provided throughout the installation process.  These tips will minimize download times and installation times.  Important tips will be listed in italics.  


It is necessary to use at least the version numbers that we provide below.  We have chosen these exact packages due to bugs that have been released from the program distributors.  Using lower versions of the software should be done at your own risk. 
We would recommend you to read through the installation guide one time before starting the installation process in order to familiarize yourself with the steps involved.  This installation is not trivial and requires planning.  

The steps and substeps of the installation process presented are:

1. Preliminaries

1. Rename Ant

2. Create Users

3. Package Directory

2. Installing the Prerequisite Software

1. Installation of Java JDK 1.5.0 r3

2. Installation of Apache Ant

3. Installation of Tomcat 5.5.9

4. Install Apache Axis

5. Installing the SQL Database

3. Building and Installing the Globus 4.0 Toolkit

1. The Globus Toolkit 4.0 Build

2. Setting up the Master

3. Setting up the Clients

4. Finishing up Host Certificates (Required for both Clients and Master)

5. Adding Authorization for Users (All Machines Running Services)

6. Setting up User Certificates

7. Setting up GridFTP and the Globus Gatekeeper
8. Setting up RFT on Globus

9. Disabling Statistics Collection by the Globus Alliance

10. Installing Globus Security Fixes

4. Installing and Configuring Condor

1. Installing Condor on the Master

2. Installing Condor on the Clients

3. Disabling Statistics Collection by Condor

5. Installing and Configuring Sun Grid Engine

1. Installing Sun Grid Engine on the Master

2. Configuring NFS for Sun Grid Engine

i. Configuring the Master

ii. Configuring the Clients

3. Installing Sun Grid Engine on the Clients

4. Fix qmon using Open Motif

i. Applying the Bug Fix to the Master
ii. Applying the Bug Fix to the Clients

6. Downloading and Installing the Sun Grid Engine Adapter for GRAM

1. Download packages

2. Use GPT to build packages

3. Modify configuration

4. Perform the GPT post-install

· Appendix A: Helpful Files

· Tomcat boot script

· Profile

· Condor boot script

· PostgreSQL boot script

· Sun Grid Engine Boot Script Correction Script
· Appendix B:  Port Requirements for Interoperating Grid

· Appendix C: Helpful Resources

Step 1: Preliminaries

Planning is the most important step in the installation process.  We must be aware that two types of machines will be created:  the clients and the master.  Only one computer must be the master, while you may have as many clients as you wish.

For those users who do not want to go through the entire installation, there is a table below showing which software packages are required for certain assignments from the grid course.  

	Assignment
	Required Software

	Assignment 1 – A Generic Web Service
	Java JDK 1.5.0 +, Apache Axis 1.2+, Tomcat

	Assignment 2 - 
	Tomcat, Globus Toolkit 4.0+, Java JDK 1.5.0+

	Assignment 3 – Using GRAM to Submit a Job to the Grid
	Tomcat, Globus Toolkit 4.0+, Java JDK 1.5.0+

	Assignment 4 – Sun Grid Engine / SGE-GRAM Adapter 
	Sun Grid Engine, Java JDK 1.5.0+, Tomcat, Globus Toolkit 4.0

	Assignment 5 -
	Globus Toolkit 4.0, Tomcat, Java JDK 1.5.0+


Note about RPM Installations:  RPMs are available for several different packages that we listed earlier.  However, RPMs can cause system problems when installing/uninstalling different versions.  (For example, the Condor RPM does not do a complete install on the WCU cluster, and is unable to uninstall what it did install on the WCU cluster.)
Substep 1.1: Rename Ant

One important substep that the user must take care of before starting the installation of Globus, is to modify the packages that are already installed on the computer.  By default, Red Hat Enterprise installs its own version of ant, which will cause several problems during the installation process.  This package must be removed. To do so, follow these steps:

1. Log into Red Hat Enterprise as root.

2. Click on the Red Hat and choose “System Settings”

3. From this menu, select “Add and Remove Applications”

4. Scroll down the screen until you see “Developmental Tools”

5. Choose 'Details' from “Developmental Tools”

6. Scroll down until you see “Ant”

7. Uncheck the box next to “Ant”

8. Choose “Close”

9. Choose “Update”

10. Choose “Okay”

Substep 1.2: Create Users


Another important substep is to prepare the needed packages and user names.  During the installation process, we will need the following names for both users and groups
· globus - This is the globus user, which is responsible for the installation of GT4.0.  This user should receive its own group called 'globus'.

· postgresadmin  - This is the administrator of the SQL database that we will install.  This user should also receive its own group called 'postgresadmin'. 
· condor – This is the condor user.  This user is responsible for running all of the applications included in Condor.  This user should have its own group called ‘condor’.
A command to be run by user root will have a dollar sign, $, preceding the command.  A non-root user will have a percent symbol, %, preceding the command.
Substep 1.3: Package Directory 

We will be using the following software components:

· Java Software Development Kit version 1.5.0 v3. (http://www.java.sun.com)

· Jakarta Tomcat 5.5.9 (http://jakarta.apache.org/tomcat)

· Postgres 8.0 (http://www.postgresql.org)

· Globus Toolkit Installer, from Globus Toolkit 4.0 download page -“ The SOURCE version” - (http://www.globus.org/toolkit/downloads/4.0.0/)

· Apache Ant 1.6.3 (http://jakarta.apache.org/ant)

· Condor G 6.7.7 (http://www.cs.wisc.edu/condor/)

· Apache Axis 1.2 (http://ws.apache.org/axis/)
· Sun Grid Engine v 6.0 (http://gridengine.sunsource.net/)

· Open Motif for Sun Grid Engine v6.0 fix (http://www.ist.co.uk/DOWNLOADS/motif_download.html)

· JavaBeans(TM) Activation Framework 1.0.2
(http://java.sun.com/products/javabeans/glasgow/jaf.html)
Create a directory in the root ('/') of the computer called 'packages' and store all of the packages there.  This will allow easier installation and will allow common ground between your computer and this installation guide.  Listed below is a complete listing of our '/packages' directory to show you which files you should have downloaded:

apache-ant-1.6.3-bin.zip 

condor-6.7.7-linux-x86-glibc23-dynamic.tar.gz

gt4.0.0-all-source-installer.tar.gz

jakarta-tomcat-5.5.9.zip

jdk-1_5_0_03-linux-i586.bin

postgresql-8.0.2.tar

axis-1_2.zip
sge-6.0u4-bin-lx24-x86.tar.gz

sge-6.0u4-common.tar.gz
openmotif-2.1.31-2_IST-JDS2003.i386.rpm

Step 2:  Installing the Prerequisite Software


This series of substeps will take you through installing all of the programs required before installing Globus Toolkit 4.0.  Please install the software in this order to minimize the chances for error.  We will begin with installing Java, because it is required for all of the other installations. 

Tip: When installing the software on several different machines, it is easier to download the packages to one machine's '/packages/' directory and then use secure copy, scp,  to copy the files to the other machines.    Thus, the download time (approximately an hour) from the remote sites is only incurred once instead of once per machine on which the software is being installed.  If secure copy is not a possible solution, you may burn a CD of the software using something like X-CDCreator in order to speed up the process.

Substep 2.1:  Installation of Java JDK1.5.0 r3

The following actions must be performed by the user root.  

1. Add the following lines to the end of the '/etc/profile' file, as user root:
PATH=/usr/local/java/jdk1.5.0_03/bin:$PATH
export PATH
CLASSPATH=.
export CLASSPATH
JAVA_HOME=/usr/local/java/jdk1.5.0_03/
export JAVA_HOME

2. Make the directory '/usr/local/java' using
$mkdir /usr/local/java

3. Go to the directory '/usr/local/java' using
$cd /usr/local/java

4. Change the permissions of '/packages/jdk-1_5_0_03-linux-i586.bin' to allow execution by using the following command:
$chmod +x /packages/jdk-1_5_0_03-linux-i586.bin

5. Move the '/packages/jdk-1_5_0_03-linux-i586.bin' file to your current directory using
$mv /packages/jdk-1_5_0_03-linux-i586.bin .

6. Execute the installation using
$./jdk-1_5_0_03-linux-i586.bin
7. Follow the steps and answer 'yes' to complete the installation.

8. Test the installation by going to the '/packages' directory by using the following commands:
$source /etc/profile
$cd /packages
$java
The result should be:
Usage: java [-options] class [args...]

(to execute a class)
or  java [-options] -jar jarfile [args...]

(to execute a jar file)

Substep 2.2: Installation of Apache Ant 1.6.3

As the user root, do the following commands.  
1. Add the following lines to the '/etc/profile'
ANT_HOME=/usr/local/apache-ant-1.6.3
export ANT_HOME
PATH=$PATH:$ANT_HOME/bin
export PATH

2. Go to the '/packages' directory using
$cd /packages
3. Extract the files from the packages directory to the '/usr/local/' directory using the following command:
$unzip -d /usr/local/ apache-ant-1.6.3-bin.zip
4. Test the installation by doing the following:
$su - globus
%which ant
%ant
The results should be:
/usr/local/apache-ant-1.6.3/bin/ant

Buildfile: build.xml does not exist!
Build failed

Substep 2.3: Installation of Tomcat 5.5.9

As user root do this substep.

1. Go to the '/usr/local‘ directory using
$cd /usr/local
2. Extract the zip file of Tomcat using the following command:
$unzip -d /usr/local/ /packages/jakarta-tomcat-5.5.9.zip

3. Go into the directory 'jakarta-tomcat-5.5.9/bin' using
$cd jakarta-tomcat-5.5.9/bin

4. Extract the jsvc file using the following command:
$tar xvfz jsvc.tar.gz
5. Go into the 'jsvc-src' directory using
$cd jsvc-src

6. Configure installation by using
$autoconf
$chmod +x configure
$./configure
$make

7. Copy the jsvc executable up a level using
$cp jsvc ..
8. Go back up a directory by doing:
$cd ..

9. Create the file 'tomcat' in the '/etc/init.d/' directory by copying the 'tomcat' file from the appendix.  This may be done with your favorite text editor.

10. Allow the '/etc/init.d/tomcat' file to be executable, by doing the following command:
$chmod +x /etc/init.d/tomcat
11. Fix the execution property of the files in the 'bin' directory to allow execution using the following command:
$chmod +x /usr/local/jakarta-tomcat-5.5.9/bin/*.sh
Note:  Users who chose to install Tomcat from a tar.gz will not be required to do this step.
12. Check the configuration by doing the following:
$cd /etc/init.d
$chkconfig --add tomcat
$chkconfig --level 3 tomcat on
$chkconfig --level 4 tomcat on
$chkconfig --level 5 tomcat on
$chkconfig --level 6 tomcat on
13. Add the following lines to the /etc/profile:

#Jakarta Tomcat
CATALINA_HOME=/usr/local/jakarta-tomcat-5.5.9
export CATALINA_HOME

14. Run the tomcat script from the command line:
$/etc/init.d/tomcat start
Results:
Starting Tomcat: Using CATALINA_BASE:   /usr/local/jakarta-tomcat-5.5.9/
Using CATALINA_HOME:   /usr/local/jakarta-tomcat-5.5.9/
Using CATALINA_TMPDIR: /usr/local/jakarta-tomcat-5.5.9//temp
Using JRE_HOME:       /usr/local/java/jdk1.5.0_03

Check the url “http://localhost:8080” to see if your installation is correct.  If the web browser displays the following, the installation was a success.
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If you're seeing this page via a web browser, it means you've setup Tomeat successfully. Congratulations!

As you may have guessed by now, this is the default Tomeat home page. It can be found on the local filesystem at:
$CATALINA_HOME/webapps/ROOT/index. jsp

where "SCATALINA_HOME" is the root of the Tomeat installation directory. If you're seeing this page, and you don't
think you should be, then either you're cither a user who has arrived at new installation of Tomeat, or you're an
administrator who hasn't got hisher setup quite right. Providing the latter is the case, please refer to the Tomeat
Documentation for more detailed setup and administration information than is found in the INSTALL file

NOTE: This page is precompiled. If you change it this page will not change since it was compiled into a servlet at build
time. (Sec $CATALINA_HOME/webapps/ROOT/WEB-INF/web . xml as to how it was mapped.)

NOTE: For security reasons, using the administration webapp is restricted to users with role "'admin"". The
‘manager webapp is restricted to users with role "'manager"". Users are defined in

$CATALINA_HOME/conf/tomcat-users.xml.

Included with this release are a host of sample Servlets and JSPs (with associated source code), extensive documentation
(including the Servlet 2.4 and JSP 2.0 API JavaDoc), and an introductory guide to developing web applications.
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Substep 2.4:  Install Apache Axis

As the user root, do this substep.

1. As root, extract axis-1_2.tar.gz to /usr/local using the following commands:
$cd /usr/local/
$tar xvfz /packages/axis-1_2.tar.gz
2. As root, extract the JavaBeans Activation Framework to /usr/local using the following commands:
$unzip -d /usr/local jaf-1_0_2-upd.zip
3. As root, copy the activation.jar file to two locations:

$cp /usr/local/jaf-1.0.2/activation.jar \
$CATALINA_HOME/common/lib/

$cp /usr/local/jaf-1.0.2/activation.jar $AXIS_HOME/lib/

4. As root, add the following lines to the /etc/profile using your favorite text editor:
AXIS_HOME=/usr/local/axis-1_2
export AXIS_HOME
AXIS_LIB=$AXIS_HOME/lib
export AXIS_LIB
CLASSPATH=$CLASSPATH:/usr/local/axis-1_2/lib/axis.jar:/usr/local/axis-1_2/lib/jaxrpc.jar:/usr/local/axis-1_2/lib/saaj.jar:/usr/local/axis-1_2/lib/commons-logging.jar:/usr/local/axis-1_2/lib/commons-discovery.jar:/usr/local/axis-1_2/lib/wsdl4j.jar:/usr/local/axis-1_2/.
export CLASSPATH
5. Do the following commands
$cp /usr/local/axis-1_2/webapps/axis \
/usr/local/jakarta-tomcat-5.5.9/webapps/ -r 
6. Check the installation – Reboot the computer.   Load Mozilla and go to the website http://localhost:8080/axis/.  If you receive a screen that says “Welcome to Apache Axis”, you have successfully installed the software.
Substep 2.5:  Installing the SQL Database

As user root do this substep until switching to user postgresadmin.

1. Go to the '/packages' directory by using the following command:
$cd /packages
2. Extract the postgres file using the following command:
$tar xvfz /packages/postgresql-8.0.2.tar.gz

3. Go into the postgresql directory using
$cd postgresql-8.0.2
4. Run the configuration:
$./configure

5. Run gmake using
$gmake
6. Install using gmake:
$gmake install

7. Create the user postgresadmin:
$adduser postgresadmin

8. Make a data directory:
$mkdir /usr/local/pgsql/data
9. Change the owner to postgreadmin:
$chown postgresadmin.postgresadmin /usr/local/pgsql/data
10. Switch to the postgresadmin user:
$su - postgresadmin
11. As postgresadmin initialize the database:
%/usr/local/pgsql/bin/initdb -D  /usr/local/pgsql/data
12. Start up the postmaster:
%/usr/local/pgsql/bin/postmaster –D \
 /usr/local/pgsql/data >logfile 2>&1 &
13. Create a database called 'test':
 %/usr/local/pgsql/bin/createdb test
14. Check the installation: 
%/usr/local/pgsql/bin/psql test
Press \q to exit from the database.
15. Switch over to the root user:
%su -
16. Add the following to the '/etc/profile' using the text editor of your choice:
LD_LIBRARY_PATH=$LD_LIBRARY_PATH:/usr/local/pgsql/lib
export LD_LIBRARY_PATH

MANPATH=/usr/local/pgsql/man:$MANPATH
export MANPATH

PGDATA=/usr/local/pgsql/data
export PGDATA

PATH=$PATH:/usr/local/pgsql/bin
export PATH

17. Source the '/etc/profile' by doing the following:
$source /etc/profile
Step 3: Building and Installing the Globus 4.0 Toolkit
Substep 3.1: The Globus Toolkit 4.0 Build

As user root, do this substep until switching to user globus in order to extract the *.tar file and build Globus.  
1. Create the directory '/usr/local/globus' using the following command:
$mkdir /usr/local/globus
2. Change the permissions of the '/usr/local/globus' directory to be owned by the user globus and the group globus by using the following command:
$chown globus.globus /usr/local/globus

3. Add the following lines to the '/etc/profile' using your favorite text editor:
GLOBUS_LOCATION=/usr/local/globus
export GLOBUS_LOCATION
PATH=$PATH:$GLOBUS_LOCATION:$GLOBUS_LOCATION/bin:$GLOBUS_LOCATION/etc
export PATH
. $GLOBUS_LOCATION/etc/globus-user-env.sh
. $GLOBUS_LOCATION/etc/globus-devel-env.sh

4. Extract the installation file and move it to its permanent directory using the following commands:
$mkdir /usr/local/globus
$chown globus.globus /usr/local/globus
$su - globus
%cd /usr/local/globus
%tar xvfz /packages/gt4.0.0-all-source-installer.tar.gz
5. Move into the newly created directory using
%cd gt4.0.0-all-source-installer

6. Run the configuration using
%./configure --prefix=$GLOBUS_LOCATION
7. The next command takes over an hour and a half (90 minutes) on our machines:
%make

8. Once this has completed, do the command:
%make install

It is possible that you will receive a “Warning” message from completing this step.  This warning can be ignored because it will be fixed in future steps.

As noted above, the make command takes over 90 minutes on our machines.  Consequently, to reduce the overall time for install on multiple machines, we do that step concurrently on all of the machines.
The next substep applies only to the master machine.  The second following substep only applies to the client machines.
Substep 3.2: Setting Up The Master


The master will be the machine that will issue certificates.  The following steps are required to set up the SimpleCA certificate system.  As user root do this substep until switching to user globus in order to sign the certificate.
1. Run the SimpleCA setup script by doing the following command:
$/usr/local/globus/setup/globus/setup-simple-ca

2. Choose to keep your default subject line.

3. Choose an e-mail for the certificate authority.  The WCU administrator has his own special account that was used.  

4. The next step is to choose how long certificates last.  Choose the default amount of time by pressing 'Enter'.

5. You must choose a passphrase that will be used to generate certificates.  Record your passphrase for future reference.
6. Record the hash from the installation for future reference.
7. We must now use the setup-gsi script that was mentioned during the last step. To that, please run the command given below (replacing <hash> with your specific hash recorded from the last step):
$/usr/local/globus/setup/globus_simple_ca_CA_<hash>_setup/setup-gsi -default

8. We must now request a host certificate.  To do that, please use the following command:
$grid-cert-request -host masterhostname.yourdomain.edu

9. You must send the 'hostcert_request.pem' file to the globus user to sign the certificate.  Please do the following command:
$scp /etc/grid-security/hostcert_request.pem \
globus@localhost:/home/globus
Enter the password for the globus user when prompted.

10. Switch over to the globus user by doing the following command (entering a password where appropriate):
$su - globus
11. Go to the '/home/globus' directory to sign the certificate:
%cd /home/globus
12. Sign the certificate:
%grid-ca-sign -in hostcert_request.pem -out hostsigned.pem
Enter the passphrase from earlier here.

13. Go back to the root user by using the command:
%exit
14. Use secure copy to transfer the file back to a special location:
$scp /home/globus/hostsigned.pem \ 
root@masterhost.yourdomain.edu:/etc/grid-security/certificates/hostcert.pem
15. The host certificate has been created.


Substep 3.3: Setting up the clients

We would like to use our certificates from the host machine on other machines in our grid.  This is done by using the globus_simple_ca_HASH-0.18.tar.gz file located on the SimpleCA's host machine.  This file is located at: /home/globus/.globus/simpleCA/globus_simple_ca_HASH_setup-0.18.tar.gz.  We want to send that file to each machine in the grid.  The steps below will show you how to set up the certificates. As user globus, do this substep until the setup of GSI.
1. On the destination machine as the user globus:
%mkdir /home/globus/.globus/simpleCA
2. Securely copy the .tar.gz file over to the other host.
%scp /home/globus/.globus/simpleCA/globus_simple_ca_HASH_setup-0.18.tar.gz \ 
root@othermachine:/home/globus/.globus/simpleCA

3. On the destination machine, do the following:
%$GLOBUS_LOCATION/sbin/gpt-build globus_simple_ca_HASH_setup-0.18.tar.gz gcc32dbg
Follow the steps provided on the screen.

4. The next step is to run the postinstall script from the setup.  (This was not mentioned in the GT4 installation guide.)
%$GLOBUS_LOCATION/sbin/gpt-postinstall
5. Switch back over to the root user:
%su -
6. The next step is to perform the setup of the GSI using the default option:
As user root,
$ $GLOBUS_LOCATION/setup/globus_simple_ca_CA_HASH_setup/setup-gsi –default
-You should receive output that ends with “setup-gsi: Complete”.

7. Since each client will also run services, we need to request a host certificate.
$grid-cert-request -host yourmaster.yourdomain.com
-Enter the passphrase.

8. You must send the 'hostcert_request.pem' file to the globus user to sign the certificate.  Please do the following command:
$ scp /etc/grid-security/hostcert_request.pem \
globus@yourmaster:/home/globus
Enter the password for the globus user when prompted.

9. Switch over to the globus user by doing the following command (entering a password where appropriate):
$ su - globus

10. Go to the '/home/globus' directory to sign the certificate:
%cd /home/globus
11. Sign the certificate:
%grid-ca-sign -in hostcert_request.pem -out hostsigned.pem
Enter the passphrase from earlier here.

12. Go back to the root user by using the command:
%exit

13. Use secure copy to transfer the file back to a special location:
$scp /home/globus/hostsigned.pem \ 
root@newhost.yourdomain.edu:/etc/grid-security/certificates/hostcert.pem
14. The host certificate has been created.

Substep 3.4: Finishing Up Host Certificates (Required For Both Clients and Master)


The containers must have the permission to read the host certificates.   The host certificates are specified by the files containerkey.pem and containercert.pem.  Since the container runs as user globus, those two files need their owner changed to globus.  This is done by doing the following:

1. As root, do the following:
$cd /etc/grid-security
$cp hostkey.pem containerkey.pem
$cp hostcert.pem containercert.pem
$chown globus.globus containerkey.pem containercert.pem
Substep 3.5: Adding Authorization For Users (All Machines Running Services)


By default, only the globus user has the necessary privileges to deploy the GAR files and run the container.  Since we are doing this in a school environment, we realize this is not possible.  Instead of changing the permissions to several of the files, we have added necessary changes into the /etc/sudoers file for each user using the machines.  This is required in several different places, thus a walkthrough is provided below.  The root user is required to make all of the changes listed.  

The following commands are described in the original Globus Toolkit installation guide.  They are required for some of the more advanced jobs.  Using the command visudo as the user root add the following lines to the end of the /etc/sudousers file:

   globus  ALL=(ALL) NOPASSWD: /usr/local/globus/libexec/globus-gridmap-and-execute -g /etc/grid-security/grid-mapfile /usr/local/globus/libexec/globus-job-manager-script.pl *

   globus  ALL=(ALL) NOPASSWD: /usr/local/globus/libexec/globus-gridmap-and-execute -g /etc/grid-security/grid-mapfile /usr/local/globus/libexec/globus-gram-local-proxy-tool *

Note:  Both of the above statements should appear on one line each.


Running a container is necessary for each user in the class, so the following lines were included for each user:

dummy ALL=(globus) NOPASSWD: /usr/local/globus/bin/globus-deploy-gar *

dummy ALL=(globus) NOPASSWD: /usr/local/globus/bin/globus-undeploy-gar *

dummy ALL=(globus) NOPASSWD: /usr/local/globus/bin/globus-start-container *

Note:  Where dummy is the user in question.  Each statement should appear only on one line.
(Possibly not needed:)


We also had to adapt the lines for globus to match each user, thus:

dummy  ALL=(ALL) NOPASSWD: /usr/local/globus/libexec/globus-gridmap-and-execute -g /etc/grid-security/grid-mapfile /usr/local/globus/libexec/globus-job-manager-script.pl *

dummy  ALL=(ALL) NOPASSWD: /usr/local/globus/libexec/globus-gridmap-and-execute -g /etc/grid-security/grid-mapfile /usr/local/globus/libexec/globus-gram-local-proxy-tool *

(End Possibly Not Needed)

Substep 3.6: Setting up user certificates


A user certificate is needed by each user on the grid.  This process is quite complicated, if you do not keep yourself organized.  We suggest that you only do a certificate request for one user at a time in order to minimize confusion.  These steps are more or less the same as that in the original Globus Toolkit 4.0 installation guide, except we will be using secure copy instead of e-mail to transfer the certificates.  This document will assume that you have access to three different accounts:  the specific user requesting a certificate, the globus user, and the root user.  

1. As the user requesting the certificate, type the following command:
%grid-cert-request
This will ask you for a passphrase.  Use the passphrase that we used earlier.
2. The result of this is three different files.  For the time being, the only relevant file is:
/home/user/.globus/usercert_request.pem
From the command line, do the following:
%scp /home/user/.globus/usercert_request.pem globus@certificatesignershost.edu:/home/globus
You will be asked for the password of the user globus at certificatesignershost.edu.  Enter this password to continue.

3. SSH (or go) to the certificate signer machine.  Once you have logged into the globus user's account, do the following:
%grid-ca-sign -in usercert_request.pem -out signed.pem
Again, you will be asked for the passphrase.  

4. Go back to the machine and user that requested the certificate and do the following:
%scp globus@certificatesignershost.edu:/home/globus/signed.pem /home/user/.globus/usercert.pem
*Note:  The above command should all be on one line.
You will be asked for the password for globus again.  

5. On the machine where the certificate is to be housed, we must add an entry into the /etc/grid-mapfile in order to give the user proper authorization. (Both to create proxies and to call certain other commands.)  This is done by doing the following:

a. If the grid-mapfile has not already been created, do the following as root:
$touch /etc/grid-mapfile

b. As the user who will use the certificate, type the following commands and record the output:
%grid-cert-info -subject
- Copy this output somewhere where you can easily get to it.
%whoami
- Copy this output somewhere where you can easily get to it.

c. With this new information, type the following command:
$ $GLOBUS_LOCATION/sbin/grid-mapfile-add-entry -dn \
“grid-cert-info output” -ln whoami_output
6. Once this is done, you need to verify that the certificate works.
From the command line type the following:
%grid-proxy-init -debug -verify
You will be asked for the passphrase again.
Output should be:
Enter GRID pass phrase for this identity:
Creating proxy ........++++++++++++
..........++++++++++++
Done
Proxy Verify OK

Substep 3.7: Setting up GridFTP and the Globus Gatekeeper


GridFTP is required when transferring files between two computers.  Do all steps as the user root.
1. Edit the /etc/services file to add the following two lines:
gsiftp 2811/tcp 
gsigatekeeper 2119/tcp
2. Create the files ‘gsiftp’, ‘globus-gatekeeper’, and ‘gsigatekeeper’ in the ‘/etc/xinetd.d’ directory.  These files are located in the Appendix A section.
3. Reboot the computer.

4. To test the configuration, type the following command:

$telnet localhost 2811

If there is not a ‘connection refused’ message, the configuration is correct.
Substep 3.8: Setting up RFT on Globus 


Even though your grid will 'work' after this previous step, GRAM jobs will not succeed.  The reason is due to the PostgreSQL database.  A relatively minimal explanation from the original GT4 guide does not mention that this step is necessarily required.  However, for GRAM to function properly, it must be completed.

· As root, copy the PostgreSQL script from the appendix to your /etc/init.d directory using your favorite text editor.  Save it as 'postgresql'.

· As root go to your /etc/init.d directory:
$cd /etc/init.d

· Add postgresql to your startup process:
$chkconfig --add postgresql
· Allow postgresql to load during any of the typical running levels:
$chkconfig --level 3 postgresql on
$chkconfig --level 4 postgresql on
$chkconfig --level 5 postgresql on
$chkconfig --level 6 postgresql on

· Switch to the postgresadmin:
$su - postgresadmin
· Edit the preferences file:
%vi /usr/local/pgsql/data/pg_hba.conf
To add the following line to the end:
host rftDatabase globus YOUR_IP_ADDRESS_HERE 255.255.255.255 trust
· Go back to the root user by doing the following command:
%exit
· As root, start the postgresql database again:
$/etc/init.d/postgresql start
· Switch to the postgresadmin user to add a new user:
$su - postgresadmin
%createuser globus
*Answer YES to each of the questions.

· Log in as the globus user by using the following commands:
%exit
$su - globus

· As globus, do the following commands:
%createdb rftDatabase
%psql -d rftDatabase –f \
$GLOBUS_LOCATION/share/globus_wsrf_rft/rft_schema.sql

· Try to start a container with a user for which you have a certificate. If you see something similar to the following, you have successfully completed this task.
Starting SOAP server at: https://XXX.XX.X.XXX:8443/wsrf/services/
With the following services:

[1]: https://XXX.XX.X.XXX:8443/wsrf/services/TriggerFactoryService

… [ Several Similar Lines Here ] …

Substep 3.9:  Disabling Statistics Collection by the Globus Alliance


Globus has decided to start collecting statistics on the servers that run their software.  Although they claim the information is not 'personally identifiable,' we at WCU respect the privacy of our students/users.  We have disabled the data collection on all of the machines in our cluster.  The following steps are required to do this:

· Add the following line to your '/etc/profile' using your favorite text editor:
export GLOBUS_USAGE_OPTOUT=1
· Open the file $GLOBUS_LOCATION/etc/globus_wsrf_core/server-config.wsdd and make the following modifications:

· Find the line that contains 'usageStatisticsTargets' and comment out that block, using <!-- and -->
Substep 3.10: Installing Globus Security Fixes (Started 5-19-2004)
1. MDS4 Index and Trigger Service security vulnerabilities affecting GT 4.0.0 and 3.9.x
This must be done on each machine that has Globus Toolkit 4.0 installed.

As globus, do the following commands:
%cd /usr/local/globus
%wget http://www-unix.globus.org/ftppub/gt4/4.0/4.0.0/updates/src/wsmds-security-update-bundle-4.0.0.tar.gz

*Above command is all on one line.

%/usr/local/globus/sbin/gpt-build -update \
wsmds-security-update-bundle-4.0.0.tar.gz

Output:

gpt-build ====> CHECKING BUILD DEPENDENCIES FOR globus_wsrf_mds_aggregator

gpt-build ====> Changing to /usr/local/globus/BUILD/globus_wsrf_mds_aggregator-s rc/

gpt-build ====> BUILDING globus_wsrf_mds_aggregator

gpt-build ====> Changing to /usr/local/globus/BUILD

gpt-build ====> REMOVING empty package globus_wsrf_mds_aggregator-noflavor-dev

gpt-build ====> REMOVING empty package globus_wsrf_mds_aggregator-noflavor-rtl

gpt-build ====> CHECKING BUILD DEPENDENCIES FOR globus_wsrf_mds_index

gpt-build ====> Changing to /usr/local/globus/BUILD/globus_wsrf_mds_index-src/

gpt-build ====> BUILDING globus_wsrf_mds_index

gpt-build ====> Changing to /usr/local/globus/BUILD

gpt-build ====> REMOVING empty package globus_wsrf_mds_index-noflavor-dev

gpt-build ====> REMOVING empty package globus_wsrf_mds_index-noflavor-rtl

gpt-build ====> CHECKING BUILD DEPENDENCIES FOR globus_wsrf_mds_trigger

gpt-build ====> Changing to /usr/local/globus/BUILD/globus_wsrf_mds_trigger-src/

gpt-build ====> BUILDING globus_wsrf_mds_trigger

gpt-build ====> Changing to /usr/local/globus/BUILD

gpt-build ====> REMOVING empty package globus_wsrf_mds_trigger-noflavor-dev

gpt-build ====> REMOVING empty package globus_wsrf_mds_trigger-noflavor-rtl

Step 4:  Installing and Configuring Condor


The Condor installation is not as long as the Globus Installation. (About a tenth of the time.)  Condor may be downloaded in several different forms, but we have decided to download the extractable version (not the RPM).  This software is available from http://www.cs.wisc.edu/condor/.  You must download the software that is correct for your particular flavor of Linux.  We will assume that the downloaded package is in the '/packages' directory of the Linux partitions.  To install Condor, you must do two different installs:  one on the master and the other on the clients.

Substep 4.1:  Installing Condor on the Master

Do this substep as the user root.

1. As root, go to the /packages directory:
$cd /packages
2. Extract the installation package:
$tar xvfz condor-6.7.7-linux-x86-glibc23-dynamic.tar.gz
3. Go into the newly created directory:
$cd condor-6.7.7
4. Run the installation script:
$./condor_install
5. Follow the directions on the screen.  At WCU, we did the following:

· Did a full installation.

· Chose /usr/local/condor as the installation screen.

· Set the condor master to our master (the current machine you are installing on.)

· Followed the defaults.

6. After installation, please do the following as root:
$cp /usr/local/condor/etc/examples/condor.boot /etc/init.d/condor
$cd /etc/init.d/condor
$chmod +x condor
$chkconfig --add condor
$chkconfig --level 3 condor on
$chkconfig --level 4 condor on
$chkconfig --level 5 condor on

7. Reboot the computer.

Substep 4.2:  Installing Condor on the clients:

As user root, do this substep.

1. As root, go to the /packages directory:
$cd /packages
2. Extract the installation package:
$tar xvfz condor-6.7.7-linux-x86-glibc23-dynamic.tar.gz
3. Go into the newly created directory:
$cd condor-6.7.7
4. Run the installation script:
$./condor_install
5. Follow the directions on the screen.  At WCU, we did the following:

a. Did a full installation.

b. Chose /usr/local/condor as the installation directory.

c. Set the condor master to our master.

d. Followed the defaults.

6. After installation, please do the following as root:
$cp /usr/local/condor/etc/examples/condor.boot \
/etc/init.d/condor
$cd /etc/init.d/condor
$chmod +x condor
$chkconfig --add condor
$chkconfig --level 3 condor on
$chkconfig --level 4 condor on
$chkconfig --level 5 condor on
$chkconfig --level 6 condor on
7. Modify the $CONDOR_CONFIG file to represent necessary changes:
-Using your favorite text editor, edit the file $CONDOR_CONFIG.
-Change the line called “FLOCK_TO” to “FLOCK_TO = yourmaster.yourdomain.edu”
8. Reboot the computer.

Substep 4.3:  Disabling Statistics Collection By Condor


For more information about statistics collection by Condor, please go to http://www.cs.wisc.edu/condor/privacy.  

On each machine in your pool, do the following as the user root:

1. Open up $CONDOR_CONFIG using your favorite text editor. At the end of the file, type the following:
# Disabling Condor's Info Collection
CONDOR_DEVELOPERS = NONE
CONDOR_DEVELOPERS_COLLECTOR = NONE
2. From the master machine (once all clients have this completed) type the following command as root:
$/usr/local/condor/sbin/condor_reconfig -all
Step 5: Installing and Configuring Sun Grid Engine
Sun Grid Engine is a software package that is open source that provides another scheduler.  In our experience, we much prefer Sun Grid Engine over condor.  However, Sun Grid Engine requires that there exists a shared file system.  For our purposes, we have chosen to use an NFS file system with individual usernames on each machine in our cluster.
Substep 5.1: Installing Sun Grid Engine on the Master

This step of the installation process will be completed by the user root.  

1. Create the Sun Grid Engine base directory, /usr/local/sge:
$mkdir /usr/local/sge
2. Extract the Sun Grid Engine files to the Sun Grid Engine base directory:
$cd /usr/local/sge
$tar xvfz /packages/sge-6.0u4-bin-lx24-x86.tar.gz
$tar xvfz /packages/sge-6.0u4-common.tar.gz

3. Add the following entries to /etc/services:
sge_qmaster 536/tcp
sge_execd 537/tcp

4. Add the following line to the /etc/profile:
export SGE_ROOT=/usr/local/sge
5. Execute the installation script:
$cd /usr/local/sge  (If not already in the /usr/local/sge directory)
$./install_qmaster
*During this process, choose what is acceptable for your network administrator.  However, there are two important choices to make.  The first choice is the cell name.  This name distinguishes your cluster from the rest of the grid.  Choose something that is unique, however, something that can easily be recognized.  Your cell name should not contain spaces.  The second choice is the group/user ids that the jobs will execute as.  Choose a range high enough where the id values will not be used by assigning everyday users.  For our installation we chose the range 20000-20500.

Allow the script to add the boot script to your /etc/init.d/ directory.  This will save time later on.
6. Add the following line to your /etc/profile:
source /usr/local/sge/(YOUR CELL NAME)/common/settings.sh
7. Using the scripts in the appendix, do the following:
$ ./fix_master_boot_script_sge.sh
$ ./fix_sge_boot_script.sh
Substep 5.2:  Configuring NFS for Sun Grid Engine


The configuration of NFS must be done to the master host first.  For each step, we will be using a Graphical User Interface (GUI) where possible.  Both client and master setup must be done as the user root.

Machine Type 1:  Configuring the Master
Using the Graphical User Interface (Gnome), from the root user’s desktop, do the following:

1. Click on the ‘Start’ button. (In Gnome, it is a hat.)

2. Choose ‘System Tools’

3. Choose ‘Services’

4. Choose ‘NFS Service’

5. A GUI box will appear.  Click on ‘Add’

6. The box that appears will look like the one below:
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7. The directory should be the Sun Grid Engine installation directory.  Type ‘/usr/local/sge’ in the box marked “Directory:”.

8. Every host who is in your cluster will have to be mentioned.  However, from our experience, only include one host each time in the box marked “Host(s):”.

9. Allow the host to have read and write capabilities by checking the “Read/Write” radio button.

10. Choose ‘General Options’.  The window looks similar to the following:
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11. Make sure that the check box next to “For sync of write operations immediately” is checked.

12. Click on ‘User Access’.  The dialog box should look like the following:
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13. Make sure none of the check boxes are checked here.

14. Click ‘OK’.

15. Repeat these steps for every machine in your cluster.

Machine Type 2:  Configuring the Clients

The configuration of the clients is also done as the root user.  However, any text editor can be used for the following step. 

1. For each machine in the cluster, enter the following line in /etc/fstab:
master-host-name:/usr/local/sge    /usr/local/sge   nfs    rsize=8192,wsize=8192,timeo=14,intr
*Note:  The above text should all be on one line.

2. Create the /usr/local/sge directory:
$mkdir /usr/local/sge

3. Reboot the computer:
$shutdown –r now
4. Go to the /usr/local/sge directory, if files appear the configuration is correct, if not, you have not correctly set up the master or the /etc/fstab.
Substep 5.3:  Installing Sun Grid Engine on the Clients


This substep should also be done as the root user.
1. Add the following line to the /etc/profile:
export SGE_ROOT=/usr/local/sge
2. Add the following entries to /etc/services:
sge_qmaster 536/tcp
sge_execd 537/tcp
3. Execute the installation script:
$cd /usr/local/sge  
$./install_execd
*During this process, choose what is acceptable for your network administrator.  However, there are two important choices to make.  When asked, enter cell name you chose earlier.

Allow the script to add the boot script to your /etc/init.d/ directory.  This will save time later on.

4. Add the following line to your /etc/profile:
source /usr/local/sge/(YOUR CELL NAME)/common/settings.sh
5. Using the scripts in the appendix, do the following:
$ ./fix_sge_boot_script.sh

*If errors occur with this script, then your computer has the newest version of chkconfig.  Reboot the computer and make sure that SGE is running correctly.
Note:  This does not allow users to run on the Sun Grid Engine.  You must have the user’s home directory (and user id) shared across the grid.  Our installation was completed by using NFS and creating the users on each node. (We only have 8 nodes.)  For larger installations, other means are required to complete the installation.

Substep 5.4:  Fixing qmon with Open Motif


There is a bug from using the pre-compiled binaries (or source) that must be fixed before the command qmon will work on Red Hat Enterprise machines.  This fix (with a few minor improvements) was discovered and repaired by Andre from the Sun Source team.  A more simplified fix can be found at http://gridengine.sunsource.net/issues/
show_bug.cgi?id=1332.  This substep will be completed as the user root both master and client machines.
Machine Type 1:  Applying the Bug Fix to the Master
1. Obtain a copy of the file called openmotif-2.1.31-2_IST-JDS2003.i386.rpm.
2. Install the RPM using the following command:
$ rpm -i --prefix /tmp/test --force \
openmotif-2.1.31-2_IST-JDS2003.i386.rpm
3. Copy the necessarily library file:
$cp /tmp/test/OpenMotif-2.1.31/lib/libXm.so.2.1 /usr/X11R6/lib
4. Move to the /usr/X11R6/lib directory and create a symbolic link:
$cd /usr/X11R6/lib
$ln –s libXm.so.2.1 libXm.so.2
5. Move to the Sun Grid Engine library directory:
$cd /usr/local/sge/lib/lx24-x86
6. Create another symbolic link to point to the new library:
$ln –s /usr/X11R6/lib/libXm.so.2 libXm.so.2
Machine Type 2:  Applying the Bug Fix to the Client

1. Obtain a copy of the file called openmotif-2.1.31-2_IST-JDS2003.i386.rpm.
2. Install the RPM using the following command:
$ rpm -i --prefix /tmp/test --force \
openmotif-2.1.31-2_IST-JDS2003.i386.rpm
3. Copy the necessarily library file:
$cp /tmp/test/OpenMotif-2.1.31/lib/libXm.so.2.1 /usr/X11R6/lib
4. Move to the /usr/X11R6/lib directory and create a symbolic link:
$cd /usr/X11R6/lib
$ln –s libXm.so.2.1 libXm.so.2
Complete this task on each machine on the cluster.
Step 6: Downloading and Installing the Sun Grid Engine Adapter for GRAM


This step of the installation process is done using software designed by Gridwise Technologies and MCNC.  The installation is relatively easy.  
Substep 6.1:  Download packages


This substep must be done by the globus user.   All of the packages are located at http://www.gridwisetech.com/sge-gt/gpt/.  You must download each package to the globus user’s home directory.
Substep 6.2: Use GPT to build packages


This substep must be done by the globus user. (The present working directory should be the home directory of the globus user.)
% gpt-build -verbose \

globus_gram_job_manager_setup_sge-#.##.tar.gz

% gpt-build -verbose \

globus_scheduler_event_generator_sge-#.##.tar.gz gcc32dbg

% gpt-build -verbose \

globus_scheduler_event_generator_sge_setup-#.##.tar.gz gcc32dbg

% gpt-build -verbose \

globus_scheduler_provider_setup_sge-#.##.tar.gz

% gpt-build -verbose \

globus_wsrf_gram_service_java_setup_sge-#.##.tar.gz

% gpt-build -verbose \

globus_wsrf_gram_service_java_drmaa_setup_sge-#.##.tar.gz
For more information about the installation of this step, please visit the Gridwise documentation at https://gridwise.pnet.com.pl/test/resources/sge6_gt4/
integration_description.pdf.
Substep 6.3: Modify configuration


This step must be run as the user that you installed Sun Grid Engine as.

1. Run the qmon graphical user interface.
% qmon >/dev/null 2>&1
2. Click on the “Parallel Configuration” button. 
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3. Click “Add” and type in ‘mpich’ as the PE name.  

4. Choose ‘Okay’.

Substep 6.4: Perform the post-install

This step must be done as the globus user.

1. Type the following command:
% gpt-postinstall –verbose
2. Check the output for errors.  If no errors are found, try submitting a sample job.  For example:

a. Start a container.
% sudo globus-start-container
b. Check the container for errors.  If no errors are listed, go to the next step.

c. Create a proxy.
% grid-proxy-init
d. Submit a GRAM job.
% globusrun-ws –submit –Ft SGE –streaming –c /bin/hostname
e. If the job finished correctly, you have completed the installation.

Appendix A: Helpful Files

/etc/xinetd.d/gsiftp:
service gsiftp

{

 instances      = 1000

 socket_type    = stream

 protocol       = tcp

 wait           = no

 user           = root

 env            += GLOBUS_LOCATION=/usr/local/globus

 env            += LD_LIBRARY_PATH=/usr/local/globus/lib

 server         = /usr/local/globus/sbin/globus-gridftp-server

 server_args    = -i

 log_on_success += DURATION

 log_on_failure += USERID

 nice           = 10

 disable        = no

}

/etc/xinetd.d/gsigatekeeper:

service gsigatekeeper

{

 socket_type    = stream

 protocol       = tcp

 wait           = no

 user           = root

 env            = LD_LIBRARY_PATH=/usr/local/globus/lib

 server         = /usr/local/globus/sbin/globus-gatekeeper

 server_args    = -conf /usr/local/globus/etc/globus-gatekeeper.conf

 disable        = no

}

/etc/xinetd.d/globus-gatekeeper:

service gsigatekeeper

{

 socket_type    = stream

 protocol       = tcp

 wait           = no

 user           = root

 env            = LD_LIBRARY_PATH=/usr/local/globus/lib

 server         = /usr/local/globus/sbin/globus-gatekeeper

 server_args    = -conf /usr/local/globus/etc/globus-gatekeeper.conf

 disable        = no

}

/etc/init.d/tomcat:

#!/bin/bash

#

# Startup script for Tomcat

#

# chkconfig: 345 84 16

# description: Tomcat jakarta JSP server

TOMCAT_HOME=/usr/local/jakarta-tomcat-5.5.9

TOMCAT_START=$TOMCAT_HOME/bin/startup.sh

TOMCAT_STOP=$TOMCAT_HOME/bin/shutdown.sh

#Necessary environment variables

export JAVA_HOME="/usr/local/java/jdk1.5.0_03"

export CATALINA_HOME="/usr/local/jakarta-tomcat-5.5.9/"

#export LD_KERNEL_ASSUME="2.4.21"

# Source function library.

. /etc/rc.d/init.d/functions

# Source networking configuration.

. /etc/sysconfig/network

# Check that networking is up.

[ ${NETWORKING} = "no" ] && exit 0

#Check for tomcat script

if [ ! -f $TOMCAT_HOME/bin/catalina.sh ]

then

    echo "Tomcat not available..."

    exit

fi

start() {

    echo -n "Starting Tomcat: "

    $TOMCAT_START

    echo

    touch /var/lock/subsys/tomcatd

# We may need to sleep here so it will be up for apache

    sleep 3

#Instead should check to see if apache is up by looking for httpd.pid

}

stop() {

    echo -n $"Shutting down Tomcat: "

    $TOMCAT_STOP

    rm -f /var/lock/subsys/tomcatd

    echo

}

status() {

    ps ax --width=1000 | grep "[o]rg.apache.catalina.startup.Bootstrap

start" |

awk '{printf $1 " "}' | wc | awk '{print $2}' > /tmp/tomcat_process_count.txt

   read line < /tmp/tomcat_process_count.txt

if [ $line -gt 0 ]; then

    echo -n "tomcatd ( pid "

    ps ax --width=1000 | grep "[o]rg.apache.catalina.startup.Bootstrap

start" |

awk '{printf $1 " "}'

    echo -n ") is running..."

    echo

else

    echo "Tomcat is stopped"

fi

}

case "$1" in

    start)

        start

        ;;

     stop)

        stop

        ;;

     restart)

        stop

        sleep 3

        start

        ;;

     status)

        status

        ;;

     *)

        echo "Usage: tomcatd {start|stop|restart|status}"

     exit 1

esac

/etc/profile: (Only Necessary Part)

# Beginning Grid Customizations Below

# Java:

PATH=/usr/local/java/jdk1.5.0_03/bin:$PATH

export PATH

CLASSPATH=.

export CLASSPATH

JAVA_HOME=/usr/local/java/jdk1.5.0_03

export JAVA_HOME

#Apache Ant:

ANT_HOME=/usr/local/ant/apache-ant-1.6.3

export ANT_HOME

PATH=$PATH:$ANT_HOME/bin

export PATH

#Jakarta Tomcat

CATALINA_HOME=/usr/local/jakarta-tomcat-5.5.9

export CATALINA_HOME

# SQL

LD_LIBRARY_PATH=$LD_LIBRARY_PATH:/usr/local/pgsql/lib

export LD_LIBRARY_PATH

MANPATH=/usr/local/pgsql/man:$MANPATH

export MANPATH

PGDATA=/usr/local/pgsql/data

export PGDATA

PATH=$PATH:/usr/local/pgsql/bin

export PATH

#Globus 4.0

GLOBUS_LOCATION=/usr/local/globus

export GLOBUS_LOCATION

PATH=$PATH:$GLOBUS_LOCATION:$GLOBUS_LOCATION/bin:$GLOBUS_LOCATION/etc

export PATH

source $GLOBUS_LOCATION/etc/globus-user-env.sh

source $GLOBUS_LOCATION/etc/globus-devel-env.sh

# Condor:

PATH=/usr/local/condor/bin:/usr/local/condor/etc:$PATH

export PATH

CONDOR_CONFIG=/usr/local/condor/etc/condor_config

export CONDOR_CONFIG

#Making Globus keep information safe:

export GLOBUS_USAGE_OPTOUT=1

AXIS_HOME=/usr/local/axis-1_2

export AXIS_HOME

AXIS_LIB=$AXIS_HOME/lib

export AXIS_LIB

CLASSPATH=$CLASSPATH:/usr/local/axis-1_2/lib/axis.jar:/usr/local/axis-1_2/lib/jaxrpc.jar:/usr/local/axis-1_2/lib/saaj.jar:/usr/local/axis-1_2/lib/commons-logging.jar:/usr/local/axis-1_2/lib/commons-discovery.jar:/usr/local/axis-1_2/lib/wsdl4j.jar:/usr/local/axis-1_2/.

export CLASSPATH 
#SGE

source /usr/local/sge/WCUCS/common/settings.sh

export SGE_ROOT=/usr/local/sge

Condor Boot File:


#! /bin/sh

#

# chkconfig: 3 90 99

# description: Condor batch system

#

# condor script for SysV-style init boot scripts.

#

# Usually this would be installed as /etc/init.d/condor with soft

# links put in from /etc/rc*.d to point back to /etc/init.d/condor to

# determine when Condor should be started and stopped.  Exact

# directories or details of the links you should use will vary from

# platform to platform.

#

# To customize, all you need to do is edit the MASTER line below.

# condor_install (if run as root) will do that for you.  The PS line

# should be the full path and arguments to a ps command that dumps out

# all running processes.  This should be correct on all platforms.

#

# Author: Derek Wright <wright@cs.wisc.edu> 2/27/98

#

MASTER=/usr/local/condor/sbin/condor_master

PS="/bin/ps auwx"

case $1 in

'start')

    if [ -x $MASTER ]; then

        echo "Starting up Condor"

        $MASTER

    else

        echo "$MASTER is not executable.  Skipping Condor startup."

        exit 1

    fi

    ;;

'stop')

    pid=`$PS | grep condor_master | grep -v grep | awk '{print $2}'`

    if [ -n "$pid" ]; then

        # send SIGQUIT to the condor_master, which initiates its fast

        # shutdown method.  The master itself will start sending

        # SIGKILL to all it's children if they're not gone in 20

        # seconds.

        echo "Shutting down Condor (fast-shutdown mode)"

        kill -QUIT $pid

    else

        echo "Condor not running"

    fi

    ;;

*)

    echo "Usage: condor {start|stop}"

    ;;

esac

PostgeSQL boot script:

#! /bin/sh

# chkconfig: 2345 98 02

# description: PostgreSQL RDBMS                                                                             

# This is an example of a start/stop script for SysV-style init, such

# as is used on Linux systems.  You should edit some of the variables

# and maybe the 'echo' commands.

#

# Or, if you have chkconfig, simply:

# chkconfig --add postgresql

#

# Proper init scripts on Linux systems normally require setting lock

# and pid files under /var/run as well as reacting to network

# settings, so you should treat this with care.

# Original author:  Ryan Kirkpatrick <pgsql@rkirkpat.net>

# $PostgreSQL: pgsql/contrib/start-scripts/linux,v 1.7 2004/10/01 18:30:21 tgl Exp $

## EDIT FROM HERE

# Installation prefix

prefix=/usr/local/pgsql

# Data directory

PGDATA="/usr/local/pgsql/data"

# Who to run the postmaster as, usually "postgres".  (NOT "root")

PGUSER=postgresadmin

# Where to keep a log file

PGLOG="$PGDATA/serverlog"

## STOP EDITING HERE

# Check for echo -n vs echo \c

if echo '\c' | grep -s c >/dev/null 2>&1 ; then

    ECHO_N="echo -n"

    ECHO_C=--
else

    ECHO_N="echo"

    ECHO_C='\c'

fi

# The path that is to be used for the script

PATH=/usr/local/sbin:/usr/local/bin:/sbin:/bin:/usr/sbin:/usr/bin

# What to use to start up the postmaster (we do NOT use pg_ctl for this,

# as it adds no value and can cause the postmaster to misrecognize a stale

# lock file)

DAEMON="$prefix/bin/postmaster"

# What to use to shut down the postmaster

PGCTL="$prefix/bin/pg_ctl"

set -e

# Only start if we can find the postmaster.

test -x $DAEMON || exit 0

# Parse command line parameters.

case $1 in

  start)

        $ECHO_N "Starting PostgreSQL: "$ECHO_C

        su - $PGUSER -c "$DAEMON -i -D '$PGDATA' &" >>$PGLOG 2>&1

        echo "ok"

        ;;

  stop)

        echo -n "Stopping PostgreSQL: "

        su - $PGUSER -c "$PGCTL stop -D '$PGDATA' -s -m fast"

        echo "ok"

        ;;

  restart)

        echo -n "Restarting PostgreSQL: "

        su - $PGUSER -c "$PGCTL stop -D '$PGDATA' -s -m fast -w"

        su - $PGUSER -c "$DAEMON -i -D '$PGDATA' &" >>$PGLOG 2>&1

        echo "ok"

        ;;

  reload)

        echo -n "Reload PostgreSQL: "

        su - $PGUSER -c "$PGCTL reload -i -D '$PGDATA' -s"

        echo "ok"

        ;;

  status)

        su - $PGUSER -c "$PGCTL status -D '$PGDATA'"

        ;;

  *)

        # Print help

        echo "Usage: $0 {start|stop|restart|reload|status}" 1>&2

        exit 1

        ;;

esac

exit 0

Sun Grid Engine Master Host Boot Script Fix (fix_master_boot_script_sge.sh):

# There is an error the way NFS mount is loaded vs SGE.

# This script will place the correct ordering of SGE in order

# to allow the necessary files to be mounted before beginning execution.

# Written by James Ruff, WCU

mydir=`pwd`

cd /etc/rc.d/rc0.d/

mv K-1sgemaster K76sgemaster

cd ..

cd rc1.d

mv K-1sgemaster K76sgemaster

cd ..

cd rc2.d

mv K-1sgemaster K76sgemaster

cd ..

cd rc6.d

mv K-1sgemaster K76sgemaster

cd ..

cd rc3.d

mv S-1sgemaster S76sgemaster

cd ..

cd rc4.d

mv S-1sgemaster S76sgemaster

cd ..

cd rc5.d

mv S-1sgemaster S76sgemaster

cd $mydir

Sun Grid Engine Client Boot Script Fix (fix_sge_boot_script.sh):

# There is an error the way NFS mount is loaded vs SGE.

# This script will place the correct ordering of SGE in order

# to allow the necessary files to be mounted before beginning execution.

# Written by James Ruff, WCU

mydir=`pwd`

cd /etc/rc.d/rc0.d/

mv K-1sgeexecd K76sgeexecd

cd ..

cd rc1.d

mv K-1sgeexecd K76sgeexecd

cd ..

cd rc2.d

mv K-1sgeexecd K76sgeexecd

cd ..

cd rc6.d

mv K-1sgeexecd K76sgeexecd

cd ..

cd rc3.d

mv S-1sgeexecd S76sgeexecd

cd ..

cd rc4.d

mv S-1sgeexecd S76sgeexecd

cd ..

cd rc5.d

mv S-1sgeexecd S76sgeexecd

cd $mydir
Appendix B -- Port Requirements for Interoperating Grid


This information was provided by one of the groups that we are now interoperating with.

	Port Number
	Usage

	22
	SSH

	2119
	Pre-WS GRAM

	2135
	Pre-WS MDS

	2811
	GridFTP

	8443
	Globus Container (Secure)

	40000-45000
	The Ephemeral Port Range


Appendix C -- Helpful Resources

Globus

· http://gdp.globus.org/gt4-tutorial/multiplehtml/index.html -- Another installation guide.  Also includes information about testing your newly installed software.

· http://bugzilla.globus.org/globus/show_bug.cgi?id=2927 Weird Bug Error Report involving postgresql

· http://www.grids-center.org/train/condor-g.asp

Condor

· http://www.cs.wisc.edu/condor/manual/v6.7/3_2Installation.html#sec:install

· http://www.cs.wisc.edu/condor/manual/v6.7/5_4Condor_G.html#SECTION00641000000000000000 -- Installation Steps and Tips (Sample Jobs Included)

· http://www.cs.wisc.edu/condor/tutorials/cw2005-condor/ - Condor Tutorial

· http://www.cs.wisc.edu/condor/manual/v6.6/3_2Installation.html#SECTION00426000000000000000 – Better Configuration Tips
· http://www.cs.wisc.edu/condor/manual/v6.6.9/5_3Condor_G.html#SECTION00635000000000000000

Sun Grid Engine

· http://gridengine.sunsource.net/issues/show_bug.cgi?id=1332
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